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Abstract

With the ever increasing importance of monitoring physiological signals to improve patient welfare and quality of care, 
temporary corruption or loss of these signals can be problematic. Among other reasons, these signal failures are due to 
the malfunction and/or disconnection of invasive and noninvasive sensors used. To some extent, it is possible to recover 
these signals from information provided by their past values and their concurrent signals.
This work is the result of an e�ort to study and improve some of the best models proposed so far for missing data 
estimation, particularly applied to medical datasets, such as adaptive �lter models and neural networks. To achieve this, 
a Savitzky-Golay �lter is de�ned from prior knowledge of the signal behavior and applied to a signal estimation obtained 
by a model. The �lter identi�cation and implementation makes it suitable for all kinds of machine learning models. An 
heuristic algorithm is also proposed to perform parameter tuning regarding neural network training. Data provided in the 
computational challenge of PhysioNet/CinC in 2010 is used and the results obtained compared with the ones submitted 
by its participants.
Both �ltering and tuning operations improved the mean quality of the reconstructions of all models across all types of 
tested physiological signals. Additionally, a version of the best model with low computational e�ort is proposed that 
dramatically decreases the neural network training time, maintaining the high quality estimation capabilities and paving 
the way for real time applications.
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1 Introduction

Clinical data acquired by means of a real-time monitor-
ing system has undoubtedly become an essential tool for
clinicians and researchers. An example are intensive care
units (ICU), where a constant and close monitoring of pa-
tient physiological signals is essential to ensure normal bod-
ily functions, therefore corruption or loss of one or more of
these signals can be problematic.

Nowadays, the computational capacity of common com-
puters can be combined with machine learning algorithms
to process big sets of data and �nd underlying patterns to
create reliable predictive models. The application of these
models to estimate corrupted or lost signals can increase
the quality of the available data used in others models, e.g.
ICU readmission predictive models [16, 3], that ultimately
will improve their performance.

In recent years many models have been proposed for solv-
ing regression problems. The spotlight clearly falls upon
machine learning methods such as neural networks. This
family of models includes radial basis functions [12], adap-
tive neuro fuzzy inference systems [7], feedforward neural
networks and recurrent networks such as Hop�eld networks
[6], Boltzmann machines [2, 1] and time delay neural net-
works [20]. All these models yielded remarkable results in
estimating time-series [13], and some have recently been im-
plemented in medical time-series estimation problems with

great success. In fact, some award winning works [15, 19]
used these models, outperforming other solutions proposed
in the computational challenge Mind the Gap hosted by
PhysioNet and the Computing in Cardiology (CinC) confer-
ence in 2010. Mean correlation coe�cients close to 0.9 be-
tween the estimation and the target signal were achieved by
the best proposed model. In contrast, linear models that are
also a common choice in regression problems, like Kalman
�ltering, adapative �ltering [4, 5] and a combination of both
[17] usually have similar levels of performance among them
[11]. However they are surpassed by the best neural network
models, especially for more complex problems.

This work proposes and evaluates three machine learning
models for time series estimation of missing data. These
models consist of in�nite impulse response �lters and two
types of neural networks. Also a robust post-processing
method is proposed to improve the quality of the time se-
ries estimation, applicable to all models proposed as well
as other machine learning models. A heuristic method is
also proposed for parameter tuning associated with neural
network training. Furthermore, the reconstruction capabil-
ities of these methods is studied for 5 di�erent groups of
physiological signals, common in ICU monitoring.

The remaining of this work is organized as follows.
Chapter 2 presents the case study along with the dataset
used. The scoring functions used to evaluate the quality
of the reconstructions produced by the models is described
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Signal type BP CVP ECG PLETH RESP

Set A 10 10 44 15 21

Set B 22 8 50 10 10

Tab. 1: Number of missing data channels for each signal
type, for Sets A and B.

in Chapter 3. In Chapter 4 a brief description of the
models used is given followed by the explanation of the
implementation to the case study. Chapter 5 describes a
post-processing �ltering method to improve the reconstruc-
tions obtained from all models. A way of estimating the
�lter parameters and its implementation is also explained.
Chapter 6 starts by describing the setup of the simulations
performed. These include specifying all the parameters
required by each model and a new heuristic algorithm used
to tuned some of them. Results and their discussion are
also presented in this chapter for each model regarding
training and validation performances.

2 Mind the gap database

PhysioNet is an online platform o�ering free access to
large collections of recorded physiologic signals [8]. Every
year they host a series of challenges with cooperation with
the annual CinC conference. In 2010 [11], participants were
asked to reconstruct missing segments of vital signals re-
moved from multiparameter recordings from patients hos-
pitalized in ICUs. Each record contains 6 to 8 channels
captured from patient monitors, acquired at a 125Hz sam-
ple rate. The collected data is grouped in 3 separate data
sets (Sets A, B and C) and each set contains 100 ten-minute
records. To simulate a failure, the �nal 30s of a single sig-
nal per record was replaced by an arti�cially added gap.
A reconstruction was requested for every record in Set C,
whereas Sets A and B were made available as training sets.
In this work Set C was not used since the target signals were
never published and consequently is not available. Instead,
Set B was used as the validation set whereas Set A was the
sole training set.
The subset of signals is di�erent across records. It can

include continuous invasive blood pressure (BP), central ve-
nous pressure (CVP) up to three electrocardiogram (ECG)
leads, �ngertip plethysmograms (PLETH) and respiration
(RESP).
Table 1 indicates the number of records with a given signal

type missing in Sets A and B. The most common signals are
ECG, due to the usual presence of 3 leads per record.
In this work, a model is created for each record. Since the

arti�cially added gap in the PhysioNet dataset corresponds
to the last 30s of a selected signal, the remaining 570s of the
record is available as potential training data and an error
measure can be computed to guide the supervised training
algorithms since the target channel is known in this time
window. After the training data is de�ned (can range from
a single data point prior to the gap up to the total uncor-
rupted 570s) it is divided into the prior target vector, yp

Fig. 1: Schematic block diagram of the model identi�cation.

Fig. 2: Schematic block diagram of the gap estimation pro-
cess.

(uncorrupted portion of the corrupted signal), and the prior
signals matrix, xp (remaining signals in record). This data
division process for model identi�cation by training is shown
in Figure 1. The last 30s of a record are divided into the
target signal, y (signal portion that is replaced by a gap),
and the matrix of concurrent signals, x. After the model is
trained using xp and yp, matrix x columns are successively
presented as input vectors to the trained model, obtain-
ing an estimate, ŷ, of y. The goal is that ŷ ' y, see Figure 2.

3 Performance measures

In order to consistently and quickly verify the quality of
the reconstructions, independent scoring functions are pro-
vided. Each of the four scoring functions introduced in this
section receives as inputs two signals and evaluates their
similarity in di�erent ways. The �rst two are introduced in
[11] and are formulated considering the intrinsic proprieties
of physiologic signals, working in complementary manner.
The third measure has a more intuitive perception and will
be used alongside the �rst two. Finally, the last measure
is used in the identi�cation and training of the proposed
models.

Function Q1 is de�ned as:

Q1(%) = max(1−
e2ŷ
S2
y

, 0) · 100 (1)

where e2ŷ is the squared error between the target signal and

the reconstructed signal and S2
y is the variance of the target

signal.
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Function Q2 assesses the quality of the reconstruction in
the following way:

Q2(%) = max(ρ(y, ŷ), 0) · 100 (2)

where ρ(y, ŷ) is the Pearson correlation coe�cient between
y and ŷ given by:

ρ(y, ŷ) =
1

n

n∑
k=0

(yk − µy) · (ŷk − µŷ)

σy · σŷ
(3)

where µy and σy denote the mean and standard deviation
of y and µŷ and σŷ the mean and standard deviation of ŷ.
Both Q1 and Q2 measures were used to score the �nal

reconstructions submitted by the participants in the Phys-
ioNet/CinC challenge. Note that the mathematical formu-
lation of Q1 aims to measure the overall accuracy of the re-
construction, re�ecting the importance of obtaining a good
estimate of target signal levels, e.g. the systolic, mean, and
diastolic pressures in BP signals and other properties that
are derivable from the signal amplitude. On the other hand,
Q2 aims to evaluate if the timing of major �uctuations in
the reconstructed signal are reliable even if the absolute val-
ues are not well estimated. This re�ects the importance, for
instance, in measuring the timing of de�ections in a ECG
lead to identify speci�c pathologies.
The mean absolute error normalized (MAEN) works by

computing the mean absolute error between y and ŷ:

MAEN(%) =

∑n
k=1 |ŷ(k)− y(k)|

n
· 100
R

(4)

where n is the total number of estimated datapoints and R =
max(y)−min(y) is the signal peak-to-peak amplitude. If the
reconstruction is poor, MAEN is expected to be around 50%
or more. If ŷ = y, i.e. the reconstruction is perfect, MAEN
will be equal to zero.
Finally, the mean squared error (MSE) computes the av-

erage square of the di�erence between ŷp and yp:

MSE =
1

n

n∑
k=1

(ŷp(k)− yp(k))2 (5)

4 Methods used for estimation models

Three methods are employed to reconstruct missing sig-
nals: in�nite impulse response (IIR) �lters using particle
swarm optimization (PSO), feedforward neural networks
(FFNN) using resilient backpropagation (RBP) and timede-
lay neural networks (TDNN) using Levenberg-Marquardt
backpropagation (LM). The former was previously used by
[5] in the PhysioNet database and will be used in this work
to compare the IIR performance with the performance of
NN models.

4.1 In�nite Impulse Response �lters

To reconstruct missing signals a m order IIR �lter is ap-
plied to each of the n concurrent signals and the estimated

Fig. 3: Model structure of the IIR model.

signal is obtained by summing these outputs. The MSE
performance measure is then computed to guide the PSO
algorithm, see Figure 3. Note that x = [x1 x2 ... xn]

T.
Considering a particle i de�ned by its position si and ve-

locity vi in R. Thus a total of B particles are de�ned by
means of a position vector, s, and a velocity vector v, both
B-dimensional.
Let us assume that each solution of �lter coe�cients is

represented by a particle i in the search-space. A particle
is de�ned by a c-dimensional position vector, si, and a c-
dimensional velocity vector, vi, where c is the total number
of �lter coe�cients to identify. The goal is to minimize a
cost function f : RC → R.
To identify the �lter coe�cients, the PSO algorithm starts

by initializing B particles, randomly distributed in the
search-space, i.e. all position vectors are initialized as uni-
formly distributed random vectors. This will initially be the
particle's best known positions, pi = si. From this initial
set of solutions, the one that minimizes f(pi) becomes the
best known position vector (solution) of the entire swarm, g.
Thereafter each velocity vector is updated in the following
way:

vi(k) = wvi(k − 1) + c1r1(k)(pi − si(k − 1)) (6)

+c2r2(k)(g − si(k − 1))

correspondingly dictating a new position in the search-space
for each the particle i:

si(k) = si(k − 1) + vi(k) (7)

The inertia factor, w, weights the impact of the previous
velocity in the new one. Parameters c1 and c2 convey the
gravitation towards the best solution found so far by that
particle and by the entire swarm respectively. Finally, the
uniformly distributed random variables, r1 and r2, ensure
the stochastic behavior of the algorithm.
As stated by [5], some changes are made to the PSO al-

gorithm when considering the optimization of the IIR �l-
ter coe�cients. Firstly, in order to limit the spread of
the particles, the velocities vectors are upper bounded as
|vi| ≤ vmax. Secondly, the �lter stability is checked only
when f(si(k + 1)) ≥ f(pi(k)). The new candidates for pi

will only prevail if the �lter determined by their coe�cients
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is found to be stable. This approach will enable particles to
leave the stable domain, however it ensures that the �nal so-
lution is stable and that the particles will always accelerate
towards stable regions of the search-space.
The stopping criteria adopted is to upper bond the num-

ber of iterations, I. MSE, given by eq. (5) is the objective
function to be minimized.

4.2 Feedforward Neural Networks

For the FFNNs models, RBP [14] is used to update the set
of weights and biases. The objective function is the MSE,
de�ned in eq. (5).
The advantage of the RBP algorithm lies in the fact that

when the backpropagation is stuck in a shallow region of
the performance surface, it increases the learning rate so
that the speed of the convergence also increases. On the
other hand, if the last update is too big and the algorithm
jumps over a local minimum, the step size is decreased pre-
venting an unstable behavior when a steeper portion of the
performance surface is reached. The RBP algorithm can
also avoid the disturbances of the magnitude of the partial
derivatives in the error backpropagation by considering only
their sign in the adaptation of the step size.

4.3 Timedelay Neural Networks

A time delay neural network (TDNN) is similar to a
FFNN, except that the input weight has a tap delay line
associated with it which stores previous values of the input
vector. It is a dynamic network in the sense that it has a �-
nite dynamic response to time series input data, allowing the
network to learn sequential or time-varying patterns. This
makes it suitable for time series prediction.
In the case of TDNNs models, LM optimization [10] will

be used to update the set of weights and biases. LM opti-
mization is a quasi-Newton method, in the sense that it was
designed to approximate the Hessian matrix or its inverse,
avoiding the high computational e�ort necessary to compute
them. This makes it one of the fastest learning algorithm
for moderate-sized NNs.
Note that a single hidden layer is used for TDNN since

preliminary studies revealed that using a deeper network
with multiple hidden layers would drastically increase the
computational e�ort without necessarily improving the re-
constructions.

5 Savitzky-Golay �ltering

The great majority of physiological signals acquired in
ICUs often exhibit a low frequency content compared to its
acquisition sample rate. This is exactly the case with most
of the vital signals acquired by a bedside monitor in an ICU
in general and particularly with the waveform signals in the
MIMIC database. However, the reconstructed signals (ŷ)
obtained from the trained neural network often exhibit a
higher frequency content when compared with the target

signal (y), compromising the quality of the reconstructions.
This peculiarity of the reconstructed signals is due to the
high frequency point-by-point �t performed by the model.
In this way it is possible to introduce prior knowledge of
the signals behavior to produce better reconstructions by
applying a low pass �lter to the signal ŷ with the goal of
improving the reconstructions with a low additional compu-
tation e�ort.

Savitzky-Golay (SG) �ltering works by �tting a polyno-
mial function to a certain number of successive data points,
P , of a given signal. After the degree of the polynomial, d,
and the frame size, N , are de�ned, the coe�cients of that
polynomial are found using least squares optimization pro-
cedure and the central data point is replaced with the value
of that polynomial in the abscissa of that point. Then the
point on the left of the signal is dropped and the one on the
right added to the frame. The process is then repeated for
the following data point.

Two restrictions emerge regarding the values of N and
d. The �rst states that N must be odd so that a central
point exists in frame. The second restriction imposes that
N ≥ d + 1. Note that if N = d + 1 the �lter will not
produce any smoothing. In practical terms, this solution
represents the bypass of the �ltering operation. With some
algebraic manipulation it can be proved that the steady-
state �ltering operation is the same for consecutive pairs
of d (d = {0, 1}, {2, 3}, {4, 5} and so on) and given that
P � N , the great majority of the signal is �ltered by the
steady-state coe�cients and the resulting score will be very
similar, especially for small values of N since P is �xed at
3750 for 30s signals sampled at 125Hz.

After preliminary studies it was found that the in�uence
of the parameter d on the quality of the reconstructions was
negligible, reducing the identi�cation problem to the pa-
rameter N . The only exception lies in d = {0, 1} which was
found to produce slightly worse results than for the other
pairs. It is also important to note that for increasing values

of d, Qm(ŷf , y) =
Q1(ŷf ,y)+Q2(ŷf ,y)

2 will reach its maximum
for successively higher values of N . Since the computation
involves matrices of dimensions N × (d + 1), the smaller
the values of N and d the lower is the computational ef-
fort required. Due to these �ndings, the value of d will be
restricted to d = 2.

It was found that for every record in the training set, when
the �lter was applied to the network output, it improved
Qm before N reached the critical value, Nc, after which
the estimated signal is degraded. It was also observed that
N∗ ≤ Nc, where N

∗ is the frame length that maximizes Qm,
i.e. the optimal solution.

After all this restrictions and insights in mind one can
conclude that {2n + 3 ≤ N ≤ Nc : n∈ N} is the search
space of the �ltering operation. Note that the solution N0 =
d+1 = 3 represents the rejection, or bypass, of the �ltering
operation for a second degree polynomial �t and therefore is
eliminated from the search space. If the �ltering operation
is capable of improving Qm then the optimal solution will
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Fig. 4: Fluxogram of the �ltering algorithm applied to the
reconstruction models.

always lie in the mentioned search space.

A typical example of the procedure to estimate N∗, lets
call it N ′, is depicted in Figure 5 regarding the reconstruc-
tion of the RESP signal in record a70. To �nd N´, the
prior signals matrix xp is presented back into the trained
network, obtaining ŷp. Since the true signal yp is known,
its estimation ŷp can be �ltered and scored for the entire
search space of N , obtaining the curve depicted by the solid
line in Figure 5. Then N ′ is found by taking the value of
N that generated the highest value of Qm. This point is
depicted by the circle. It is expected that N ′ ' N∗ and
by using N ′ as the parameter N for the �ltering operation,
the reconstruction signal ŷ can be �ltered into ŷf with the
intent that Qm(ŷf , y) > Qm(ŷ, y). This improvement will
be maximum if N ′ = N∗. This algorithm can be visualized
in Figure 4.

Although the optimal solution in this example was not
found, i.e. N ′ 6= N∗, the improvement in score after �ltering
the estimated signal ŷ with N ′ = 49 as the frame length
parameter, is close to the optimal score that could have been
achieved by using N∗ = 79. These two points are depicted
by the square and triangle respectively in Figure 5. The
point that represents the bypass of the �ltering operation,
where N ′ = 3, is depicted by the star point in the bottom
left. Qm reconstruction scores obtained by �ltering ŷp and
ŷ using N = 3, N ′, N∗ and Nc are displayed in Table 2.
Note that the optimal Qm score is obtained for N ′ and N∗

for signals ŷp and ŷ accordingly.

N Qm(ŷf , y) Qm(ŷpf , yp)

bypass 3 69.86 85.34

N ′ 73 73.73 88.01

N∗ 79 73.77 87.99

Nc 131 72.11 85.31

Tab. 2: Qm score for ŷf and ŷpf for record a70 using di�er-
ent frame lengths.

6 Results

Seldom in optimization problems there is the danger of
being trapped in local optima. For this reason, it is wise to
initialize their parameters randomly and run several trials
of the optimization procedure and present mean and stan-
dard deviations of their performance. Results in this section
follow this approach and are the results of 10 model initial-
izations and training if not told otherwise.
Section 6.1 focuses on the choice of parameters used to

run the IIR and NN models as well as a proposed heuristic
algorithm to tune some of them. Results are show separately
for the training and validation sets in sections 6.2 and 6.3
respectively.

6.1 Experimental setup

In the IIR model case, the same parameters used in [5]
are applied for the coe�cients identi�cation with PSO so
that scores can be compared when parameter tuning and/or
�ltering is applied to the IIR model. These are listed in
Table 3. Table 4 depicts the chosen parameters associated to
NN training. The parameters V , G and T de�ne the chosen
stopping criteria. The training stops if the NN performance
on the validation vectors fails to improve for V epochs or
the training performance reaches the desired MSE value for
G or the training time exceeds T seconds.
A heuristic algorithm is proposed to tune the parameters

that seemed to a�ect the most the �nal model performance
in preliminary studies conducted. This tuning operation is
carried out for each group of physiologic signals in Set A, see
Table 5. The parameters picked for tuning are the size of
the hidden layers (HS) and the prior length used in training
(PL) for FFNNs. For TDNNs the number of tapped delay
lines (TD) is also considered. HS is represented as a vector
whose left to right columns represent input to output hidden
layers and each element the number of neurons in a layer.
Since the computational e�ort tends to vary exponentially
with increasing HS, TD and PL, these need to be upper
bounded. Furthermore, only a limited number of solutions
for each parameter can be found since searching the entire
solution space is unfeasible. Thus a search vector for each
parameter must be de�ned having these constraints in mind.
Table 6 summarizes the chosen vectors.
The tuning algorithm regarding FFNNs starts by �xing

PL = 120. Then the average Qm score is computed for a
single neuron in one hidden layer. Next, a single neuron is
added to the mix and the same score is computed for the
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Fig. 5: Estimation of the parameter N for the �ltering operation of record a70.

Parameter Value Description

B 20 Number of search particles

m 3 Order of IIR �lters

I 1000 Limit of iterations

vmax 0.2 Upper bound of vi

w 0.8 Inertia factor

c1 2 Acceleration towards pi

c2 2 Acceleration towards g

r1 and r2 U ∼ (0, 1) Random variables

Tab. 3: PSO parameters.

Parameter FFNN TDNN

Tuning parameters
HS (10,10) 10
TD � 10
PL 120 90

Train function RBP LM
Objective function MSE

Stopping criteria
V 8
G 4
T 600

Data 85% training
division 15% validation

Parameter set initialization Nguyen-Widrow
Training technique batch training
θ for hidden layers Hyperbolic tangent
θ for output layer Saturated identify function

Tab. 4: Parameters associated to NN architecture and train-
ing.

two new possible HS structures, (2) and (1, 1). The structure
that maximizes Qm is adopted for the next iteration. All
structures with an additional neuron are considered. This
extra neuron can be added to one of the existing hidden
layers or creating one more layer with a single neuron just
before the output layer. Again Qm is computed for all re-
constructions and HS is updated. This process continues
until Qm does not improve for 3 consecutive iterations or∑

HS = 30. When one of the previous stopping criteria is
ful�lled the HS that maximized Qm among all iterations is
chosen and �xed. Then PL search vector shown in Table 6
is run, and PL that maximizes Qm is adopted.
Regarding TDNN, the algorithm starts by �xing TD = 5

and PL = 90 and computes Qm for the HS search vector.
As a result, the network structure that maximizes Qm is
chosen. Next, adopting HS in the parameter set, HS and PL
are �xed and Qm is computed for the TD vector. Finally
HS and TD are �xed and PL that maximized Qm is chosen.
Table 7 presents the �nal parameters for both NN models.

Regarding the FFNN parameters there is a clear tendency of
the heuristic to increase PL with respect to the pre-de�ned
value of 120s. Still only for CVP and PLETH signals did this
value reach the saturation of the search vector of 300s, in-
dicating that higher PL values have the potential to further
increase the reconstruction quality for these signals. On the
other hand, the total number of neurons in the �rst hidden
layer actually increased with no exception and it is inter-
esting to note that the �nal NN structures, with exception
of a single layer in ECG signals, consist of multiple hidden
layers with decreasing number of neurons from the input to
the output side. The tuned parameters for the ECG signals
for both NN models are undoubtedly computationally less
demanding than the parameters for the other signals.

6.2 Training results

Table 8 summarizes the results for the entire training
set. Each row represents a di�erent combination of pre-
processing and post-processing methods. The former refers
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Variable BP CVP ECG PLETH RESP
Appearances (A) as target signal in Set A 10 10 44 15 21

Repetitions (R) 5 5 1 3 2
Networks trained before scoring (A×R) 50 50 44 45 42

Tab. 5: Number of repetitions for scoring by variable.

Parameter Search vector Units
HS 1 up to a total sum of 30 in all hidden layers neurons
PL [15,30,60,90,120,150,180,240,300,420,540] seconds

(a) Vectors for FFNNs.

Parameter Search vector Units
HS 1 up to 15 neurons
TD [1,2,4,6,8,10,15,20,25,30,40,50,60] tapped delay lines
PL [15,30,60,90,120,150,180,240,300] seconds

(b) Vectors for TDNNs.

Tab. 6: Search vector for each tuned parameter associated to NN training.

FFNN TDNN
NS PL NS TD PL

BP (16,6,3) 150 7 60 90
CVP (17,4) 300 13 30 90
ECG (12) 120 3 8 150

PLETH (12,10,4) 300 6 30 300
RESP (11,10) 240 12 30 180

Tab. 7: Parameter tuning results using Set A.

to the use of the default parameters (DP) described in Table
4or the use of the tuned parameters (PT) outlined in Table
7. The post-processing method refers to the model output
without �ltering (NF) or the use of the Savitzky-Golay �l-
tering operation (SG). The combination of pre-processing
and post-processing methods that produces the best score
for each model is depicted in bold. As expected, the best
overall scores are achieved by the TDNN model that is sub-
jected to both parameter tuning and the post-processing
�lter algorithm.

6.3 Validation results

In this section, Set B is used to validate the estimation
models. Table 9 summarizes the results obtained. The
tuned results are obtained using the parameters in Table
7. Once again the best overall results are achieved by the
TDNN subjected to parameter tuning and output �ltering.
It is clear that the FFNN model performs better than

the IIR �lters with far less computational e�ort. Also both
tuning and �ltering operations improve the quality of the
reconstructions with no exception regarding the aggregated
results of the entire validation set.
The inquisitive increase in overall score between the train-

ing and validation sets is explained by the presence of more
ECG and BP as target signals in the latter set, see Table
1. This signals usually are highly correlated with others in
the record (recall that usually multiple leads of ECG are

present).
Table 10 compares the mean scores for the entire valida-

tion Set B between bypassing, SG �ltering and the optimal
score, i.e. if the optimal frame length had been always iden-
ti�ed. Although the optimal �lter length is not identi�ed in
all records, results are very close to optimal.
A confusion matrix regarding the identi�cation of N for

the SG �ltering operation, using the TDNN model and Set
B, is shown in Table 11. True negatives (TN) represents the
outcome where N ′ = 3 and N∗ = 3, meaning that the �l-
tering operation is correctly bypassed. True positives (TP)
accounts for the number of records that where correctly �l-
tered using N ′. Note that this not necessary improves the
reconstruction score since the cases where N ′ > Nc can oc-
cur. On the other hand false positives (FP) will always
degrade the reconstruction score since N ′ > Nc = N∗ = 3.
Finally, false negatives (FN) occurrences will also bypass the
�ltering operation although an improvement is possible. A
total mean of 78.9 out of 100 reconstructions were �ltered
and only 21.1 bypassed. The later was composed from an
average of 16.6 ECG (78.7%) and 2.0 BP signals. Also only
18.6 (88.2%) of these signals were correctly bypassed, result-
ing in a TN occurrence.
The impact on the score of the �lter operation corresponds

to the following di�erence:

Qm(ŷf , y)−Qm(ŷ, y) (8)

Table 12 shows that the negative impact of FP cases is
very small compared with the positive impact of TP val-
ues. In fact its impact on in the entire validation Set B
score can be neglected. Note that FN values are negative
since they represent a theoretical improvement that was not
achieved. Furthermore, a mean of only 2.1 (2.7%) TP cases
degrade the signal out of 76.9 (see the bottom line of Table
13). Adding them to the FP cases gives a mean total of 4.1
occurrences out of the total set that actually degrade the
signal but with an overall negligible impact.
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Q1 Q2 MAEN time(s)

IIR DP
NF 63.66± 1.12 77.91± 0.88 9.17± 0.67 151.34± 1.98

SG 65.24± 0.90 79.01± 0.74 9.04± 0.67 152.70± 2.00

FFNN

DP
NF 60.08± 2.01 74.67± 0.90 9.05± 0.17 4.64± 0.33

SG 64.55± 1.06 80.02± 1.09 8.55± 0.16 5.85± 0.37

PT
NF 60.81± 0.62 75.62± 0.43 8.97± 0.11 7.61± 0.77

SG 65.32± 0.61 81.13± 0.45 8.51± 0.08 9.07± 0.82

TDNN

DP
NF 68.66± 0.71 81.90± 0.53 7.53± 0.14 27.21± 2.32

SG 73.83± 0.31 85.49± 0.45 6.84± 0.15 28.88± 2.32

PT
NF 73.35± 1.12 85.29± 1.09 6.72± 0.25 77.53± 11.94

SG 77.08± 1.32 88.00± 1.52 6.17± 0.24 79.16± 11.94

Tab. 8: Training Set A average reconstruction scores for all models.

Q1 Q2 MAEN time(s)

IIR DP
NF 69.36± 0.56 80.62± 0.26 8.33± 0.20 156.93± 4.89

SG 70.24± 0.63 81.34± 0.39 8.22± 0.22 157.65± 4.90

FFNN

DP
NF 70.02± 0.29 80.95± 0.25 7.39± 0.04 5.52± 0.33

SG 72.26± 0.28 83.49± 0.12 7.15± 0.03 6.24± 0.32

PT
NF 71.28± 0.18 81.81± 0.19 7.32± 0.04 7.18± 0.57

SG 73.40± 0.22 84.24± 0.21 7.13± 0.04 7.92± 0.59

TDNN

DP
NF 77.54± 0.22 86.43± 0.18 5.68± 0.06 35.17± 2.63

SG 79.80± 0.24 88.32± 0.14 5.34± 0.05 36.22± 2.65

PT
NF 80.06± 0.45 87.92± 0.29 5.28± 0.10 90.96± 4.12

SG 81.75± 0.48 89.36± 0.26 4.99± 0.09 92.34± 4.15

Tab. 9: Validation Set B average reconstruction scores for all models.

Q1 Q2 MAEN

NF 80.06± 0.45 87.92± 0.29 5.28± 0.10

SG �ltering 81.75± 0.48 89.36± 0.26 4.99± 0.09

SG optimal 81.80± 0.52 89.57± 0.32 4.97± 0.11

Tab. 10: SG filtering validation  scores of the tuned TDNN 
model.

N ′ = 3 N ′ ≥ 5
N∗ = 3 TN = 18.6 FP = 2.0
N∗ ≥ 5 FN = 2.5 TP = 76.9

Tab. 11: Frame length identi�cation confusion matrix for a
Set B reconstruction.

ECG reconstruction proves to be the one that bene�ts
less from the �ltering although an improvement still occurs.
On the other hand, all RESP reconstructions improve sub-
stantially after �ltering, see Table 13. The third column
indicates the number of TP occurrences where N ′ ≥ Nc.
All mean and standard deviation values presented in these
tables are relative to the same reconstructions that produced
the results in Table 9.
It is important to refer that in preliminary studies feature

selection was implemented but it decreased signi�cantly the
quality of the reconstructions without a meaningful reduc-
tion in computational e�ort and for this reason it was dis-
carded. This emphasizes the fact that each channel plays
an important role in the estimation process likely due to the
limited number of signals per record in the studied database.
The best model overall is undoubtedly the TDNN sub-

ject to both parameter tuning and SG �ltering. Individual
reconstructions scores obtained by this model for the valida-
tion set can easily be divided into two categories: good and
excellent reconstructions (Qm ≥ 65) or poor reconstructions
(Qm ≤ 40), representing 89% and 11% of the total records
in the set, respectively. Therefore it is important to under-
stand the causes behind such poor reconstructions. After
individual analyses the main causes are identi�ed which can
occur simultaneously:

• Signal saturation: This problem can a�ect simultaneous
channels and even the target signal. In some cases not
only a record possesses a reduced number of channels
(6) but also one or more prior signals are saturated
throughout the training time window leaving few prior
signals for the model to train upon. This problem gets
aggravated when the target signal is RESP which has
proven to be the most challenging signal to reconstruct
or when the target signal is a ECG lead and the other
ECG leads present this problem.

• Challenging target: In some cases the target variable
is highly uncorrelated with the others (usually RESP)
and when no more than 6 channels are present poor
reconstructions can occur. This problem gets aggra-
vated when the previous problem occurs in one or more
channels.

• Target signal changes regime: In a few cases the target
signal has proprieties that are absent in the training

8



occurrences improvement impact in Set B improvement in Set B

TP 76.90± 1.20 2.04± 0.15 1.57± 0.13

1.57± 0.11
TN 18.60± 1.90 � �

FN 2.50± 1.43 −0.56± 0.40 �

FP 2.00± 1.05 −0.02± 0.03 −0.00± 0.00

Tab. 12: Impact of SG �ltering in Set B.

Records TP (N ′ ≤ Nc) TP (N ′ > Nc) signal type impact impact in Set B
BP 22 20.00± 0.00 1.40± 0.97 0.90± 0.34 0.18± 0.15

CVP 8 7.50± 0.53 0.50± 0.53 1.39± 0.95 0.10± 0.26

ECG 50 29.50± 1.27 0.20± 0.42 0.60± 0.07 0.18± 0.04

PLETH 10 9.90± 0.32 0.00± 0.00 1.23± 0.28 0.12± 0.09

RESP 10 10.00± 0.00 0.00± 0.00 9.91± 0.65 0.99± 0.21

ALL 100 76.90± 1.20 2.10± 1.20 1.57± 0.11

Tab. 13: Detailed impact of TP occurrences in the identi�cation of N in Set B.

time window. As a result the models are not trained in
that regime and poor reconstructions are computed.

The three causes stated above are ordered from the most
common to the least. Interestingly in the �rst case most
of the saturation represents impossible physiological states
of a living person, e.g. constant BP or ECG leads. Hence
the saturation is probably due to sensor malfunction or mis-
placement. Therefore if these unaccounted gaps are recon-
structed in the same way as the imposed 30s gaps at the
end of a single channel, many of these occurrences could
be avoided leading to higher overall quality of the recon-
structions both in the training and test sets and improve
parameter tuning. The remaining problems represent the
intrinsic di�culties in data estimation. The �rst and last
causes can also explain why using more length of prior data
does not necessarily improve the reconstruction quality.

Table 14 summarizes and compares the results between
the proposed models and the best scores among participants
in the PhysioNet/CinC challenge.

Although [19] achieved better scores, it used both sets A
and B as training sets. Additionally, two records in Set B
resulted in poor reconstructions and Qm score due to sat-
uration problems in the signals due to the model to incor-
rectly learn that saturation. Both these reconstruction at-
tempts could actually become excellent reconstructions with
a reduced prior length by avoiding the saturated portion of
the signals. Using Set B as training this problem could be
avoided by the tuning algorithm.

7 Conclusions

Three di�erent models were proposed and tested to obtain
models to predict missing data. Each model is combined
with pre-processing and post-processing technique. The SG
�ltering is introduced as a way to improve reconstructions
after their computation with very promising results and an
universal applicability to all time series reconstruction or
forecasting models that use training data.

Despite not achieving the same performance as the other
nonlinear models, the IIR model still provided good qual-
ity reconstructions overall. Despite being introduced in [5]
has an appealing approach for real time applications due to
its use of a short prior and consequently reduced computa-
tional e�ort, both NN models presented this advantage while
producing better reconstructions with a fraction of the IIR
computational e�ort. However it is interesting to note that
the proposed post processing �ltering operation applied to
the IIR model improved the quality of its reconstructions
enough so that it actually performed better than the FFNN
model before tuning or �ltering.
All models perform better when both parameter tuning

and �ltering are applied. Regarding the former one can con-
clude that the proposed heuristic proves to be an e�cient
way of searching the solution, being easily applied even when
other model with parameters of a di�erent nature are at
stake provided that the search vectors are carefully chosen.
As for the �ltering operation only in 4.1% of the cases did it
degraded the reconstruction quality and even in those cases
that degradation is negligible. The overall accuracy of the
decision between �ltering and bypassing is 95.5% and a total
mean of 79.4% of the signals in the validation set had the po-
tential of improving in this operation whereas the remaining
20.6% degraded if �ltered, being mainly ECG signals. This
variable clearly bene�ted less from the �ltering operation
due to its high frequency content compared to the others.
However an overall mean improvement of 0.36± 0.04 in Qm
was achieved in the test set for ECG targets. On the other
hand the RESP reconstruction was the one that bene�ted
more by the �ltering operation due to its lower frequency
content. In fact all RESP records in Set B led to TP occur-
rences with an overall mean improvement of 9.91 ± 0.65 in
Qm.
The computational e�ort of the �ltering operation is

very similar across models with a mean value around 1.5s
which for more computational demanding models like the
TDNN where parameter tuning represents less than 2% of
the training time.
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[19] TDNN [4] [17] FFNN IIR [18] [9]

Set A
Q1 80.25 77.08± 1.32 70 68.0 65.32± 0.61 65.24± 0.90 53.40 54.3

Q2 89.15 88.00± 1.52 81 80.9 81.13± 0.45 79.01± 0.74 72.00 66.5

Set B
Q1 83.42 81.75± 0.48 � 74.8 73.40± 0.22 70.24± 0.63 65.09 67.8

Q2 89.78 89.36± 0.26 � 84.9 84.24± 0.21 81.34± 0.39 79.98 78.0

Tab. 14: Comparison between the results using proposed models and all other published results using this dataset.

Future work

Due to the periodic behavior of physiological signals and
subcycles with distinct behaviors, e.g. PR interval and
QRS complex in a ECG lead, it would be interesting to
apply the �ltering operation with a di�erent frame size
for each subcycle. Also the detection and reconstruction
of unaccounted gaps present in training data before the
training process of the �nal model, as well as using addi-
tional MIMIC II data to train and tune parameters, could
lead to superior reconstruction scores. Finally, creating
an algorithm that identi�es data corruption in real time
for online applications of the proposed models could have
interesting applications.
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